
KEY FEATURES

Blackwell Ultra Tensor Cores:

•	 2x attention-layer acceleration, 1.5× AI compute FLOPS uplift

•	 Optimized for trillion-scale LLM and mixture-of-experts (MoE) 
workloads

Expanded HBM3e Memory:

•	 288GB per GPU, 1.5x higher vs. previous gen

•	 Improved context length support and inference efficiency

NVIDIA ConnectX-8 SuperNIC:

•	 Dual-device IO module delivering 800 Gb/s per GPU

•	 Enables high-throughput, low-latency scale-out networking

Rack-Scale Liquid Cooling:

•	 Modular CDU options (In-Row / In-Rack / Sidecar)

•	 Full lifecycle DLC service for deployment and operations

1.5X
LLM Inference

1.4X
LLM Training

Enhanced
Data Processing

USE CASES

AI Training and Inference

Optimized for trillion-scale models, transformer networks, and real-
time inference.

Big Data Analytics

Accelerates data pipelines, reduces storage cost, and improves 
query performance.

Scientific and Engineering Simulations

Enhances compute-intensive modeling, from CFD to circuit design.

KRS8500V3 is Aivres’ next-generation L11 rack-scale platform, integrating 36 
NVIDIA Grace CPUs and 72 NVIDIA Blackwell Ultra GPUs into a fully liquid-cooled 
architecture. Designed for trillion-parameter LLM training and inference, it delivers 
unprecedented performance density, scalability, and energy efficiency, setting the 
foundation for large-scale AI, HPC, and data analytics in data centers worldwide. 
KRS8500V3 improves on the previous generation KRS8000V3 to establish new 
MLPerf records and redefine the standard for hyperscale AI computing.

VS KRS8000V3 based on NVIDIA GB200 NVL72

KRS8500V3          
AI Rack Based on NVIDIA GB300 NVL72
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2 x 1Gb Management Switch

4 x 1RU Power Shelf 33KW

10 x Compute Trays

8 x Compute Trays

4 x 1RU Power Shelf 33KW

9 x Non-Scalable NVLink 
Switch Trays


